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Plan for today

WHAT IS FORMAL
MATHEMATICS?

Mathematics is (mostly) informal

The foundational crisis

The foundational crisis

Can we do any mathematics from axioms and inference rules?

 is getting smaller

LEAN

Lean

Example: Natural numbers

A first theorem: add_zero

Let's prove step-by-step
lean

theorem zero_add (n : Nat) : add zero n = n := by

Proving zero_add, continued
Goal 2 (inductive step):

lean

n' : Nat
ih : add zero n' = n'
⊢ add zero (succ n') = succ n'

Building up: more lemmas

Tactics: the vocabulary



THE GAME OF FORMAL
THEOREM PROVING

The MDP: State and Action

The MDP: Transition and Reward

The game
Chess / Go Theorem proving

Key challenges

Two initial learning signals

The general recipe (preview)

PART I: THE CLASSICAL
ERA     (2016–2020)

The "modern classical" era

Holophrasm: search and results



Summary of Part I
Policy Value Search Training signal

PART III: THE ROAD TO
IMO

miniF2F: a shared benchmark

Why tactics make this much difference

Strategy 1: synthetic data

Strategy 2: manual formalization

Expert iteration on all statements
Combine everything: mathlib + synthetic inequalities + manually formalized statements. Run expert iteration:

Results on miniF2F

HTPS: results
Also introduces online training: trainer and prover run concurrently, model weights updated continuously (vs. discrete expert iteration
rounds).

BREAKING THE DATA



BREAKING THE DATA
WALL

The data wall

Step 1: Autoformalization
Use an LLM to translate natural-language problems into Lean 4 statements:

Hypothesis rejection

DeepSeek-Prover V1: results

Subgoal decomposition
The reasoning LLM produces a Lean skeleton with sorry placeholders. A specialized 7B prover fills each one:

Subgoal decomposition → much longer proofs
IMO 1992 Problem 1 — a ~280-line proof:

DeepSeek-Prover V2: results

Synthetic data generation for geometry

Synthetic auxiliary constructions

AlphaGeometry: results

A more general proof
On IMO 2004 P1, AlphaGeometry found a proof that was more general than the original problem:

...but sometimes more verbose



AlphaProof: architecture

Test-time RL (TTRL)

AlphaProof: scaling

AlphaProof: results

The final scorecard
Policy Value Search Data miniF2F

Three strategies for data

CONCLUSION

What we covered today

Beyond the IMO

The two cultures of mathematics

Erdős vs. Grothendieck
Erdős (problem solver) Grothendieck (theory builder)
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Questions?


